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Stress Tests and Correlation 
 

Correlations often change dramatically in stress environments; however, stress tests are 

rarely defined in terms of correlation. The increase in correlation is a product of the 

stress environment, not its cause. By better understanding the relationship between 

correlation and stress tests we can better appreciate both the power and limitation of 

stress tests as a tool for risk management.  

Introduction 
Within risk management we often hear the expression “correlations go to one” used when talking about 

stress tests. While correlations between some securities will increase dramatically in certain stress 

environments, this expression often leaves the listener with the impression that stress testing is all 

about changing correlations. You get the impression that the stress test model has a correlation dial, 

and that the first step in building a proper stress test is to turn that dial to one. 

In practice, stress testing rarely starts with correlations, and the designers of stress tests rarely focus on 

the correlation of individual securities. Security correlations are merely one output of a stress test. 

Increased correlations are the effect of a stress test, not the cause.   

This may seem like an argument in semantics, but by better understanding how stress tests are 

designed, we can better understand the limits of stress tests and how to properly specify new stress 

tests. Before we discuss designing stress tests, though, we present a very simple example of a financial 

portfolio. 

A Simple Example 
Imagine we have two stocks. One is a low beta stock and one a high beta stock. More specifically, the 

returns of the two stocks are completely specified by the following formulas: 

𝑅Lo = 0.5𝑅M + 𝑒Lo 

𝑅Hi = 1.5𝑅M + 𝑒Hi  

Here RM is the market return, and eLo and eHi are random, mean-zero, idiosyncratic terms. For simplicity, 

we have assumed that the alpha of both stocks are zero. 

We further assume that, on any given day, the market return can only be +1%, −1% or −20%, with the 

following probabilities: 

Prob. RM 

62% 1% 

37% -1% 

1% -20% 

 

In other words, on most days markets are calm, ±1%, but on rare occasions there is an extreme move in 

the market, -20%. 
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The idiosyncratic terms are even simpler. The idiosyncratic terms can only be +1% or −1%. Both values 

are equally likely and the two idiosyncratic terms are uncorrelated with each other. There are therefore 

four possible combinations for the two idiosyncratic terms: 

Prob. eLo eHi 

25% 1% 1% 

25% 1% -1% 

25% -1% 1% 

25% -1% -1% 

 

The idiosyncratic terms are independent of the market returns, so there are a total of twelve possible 

states for our simple model. In the last column of the following table, RPort represents the returns of an 

equally weighted portfolio of the high and low beta stocks.  

Prob. RM RLo RHi RPort 

15.50% 1.0% 1.5% 2.5% 2.0% 

15.50% 1.0% 1.5% 0.5% 1.0% 

15.50% 1.0% -0.5% 2.5% 1.0% 

15.50% 1.0% -0.5% 0.5% 0.0% 

9.25% -1.0% 0.5% -0.5% 0.0% 

9.25% -1.0% 0.5% -2.5% -1.0% 

9.25% -1.0% -1.5% -0.5% -1.0% 

9.25% -1.0% -1.5% -2.5% -2.0% 

0.25% -20.0% -9.0% -29.0% -19.0% 

0.25% -20.0% -9.0% -31.0% -20.0% 

0.25% -20.0% -11.0% -29.0% -20.0% 

0.25% -20.0% -11.0% -31.0% -21.0% 

 

Just as with the market, in most cases the combined portfolio is fairly calm, experiencing returns of 

between −2% and +2%. Rarely, in just 1% of the scenarios, the portfolio returns between −19% and 

−21%. 

This portfolio definitely exhibits extreme returns. The mean of the worst four outcomes, the “extreme” 

markets, is −8.56 standard deviations from the mean. The overall correlation between the two stocks is 

71%, but that in the extreme markets their correlation spikes to over 99%. Our model is very simple, but 

this definitely looks a lot like what we mean when we say that “correlations go to one” in a stress 

environment. 

What didn’t change? 
What’s even more interesting than what changed in the extreme markets is what didn’t. The betas of 

the two stocks to the market didn’t change and the distribution of the idiosyncratic terms didn’t change 

either. In other words, even though the correlation between the stocks did change, the correlation 

“normal” 

markets 

“extreme” 

markets 
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between the stocks and the market, and the correlation of the stocks’ idiosyncratic terms with each 

other did not change.  

The reason the correlation between the two stocks changed was that both of their returns were driven, 

in part, by the market and the market had a very extreme move. In the extreme market, the market 

component overwhelms the idiosyncratic component for both stocks, which causes the correlation 

between the stocks to spike. In our simple model, it is clear that the spike in correlation is the result of 

the market move, not the cause. 

A Simple Stress Test 
In our simple portfolio model, we knew the distribution of returns with certainty. In practice, our 

knowledge of future market returns is likely to be highly uncertain, especially when it comes to extreme 

markets.  

Assuming we still have two stocks, the real world will probably look more like this: we observe our two 

stocks in normal times, and measure their betas as 0.5 and 1.5. There is some uncertainty around the 

measured betas, but not much. Extreme markets are rare —much rarer than the 1% probability in our 

simple example. When we talk about extreme markets, we are talking about something very rare, but 

not impossible. There is considerable uncertainty about what this means and how often these extreme 

events occur. 

In this environment, we design a stress test that assumes the market falls 20% and that the returns of 

the stocks are completely determined by their betas. We ignored idiosyncratic risk. In this stress test, 

the returns of the low beta and high beta stock are −10% and −30%, respectively. The return of the 

equally weighted portfolio is −20%. 

𝑅Lo = 0.5 × −20% = −10% 

𝑅Hi = 1.5 × −20% = −30% 

𝑅Port =
1

2
(−10% − 30%) = −20% 

This approach to stress testing, which we call the factor approach, has a number of advantages. For 

starters, it is extremely simple to understand and extremely simple to implement. We have also avoided 

specifying the likelihood of this event (which is highly uncertain), and instead focused on the magnitude 

of the event.   

This approach to stress testing makes two important assumptions. The first is that we can ignore 

idiosyncratic risk. In our previous example, where we knew the distribution with certainty, the 

idiosyncratic risk mattered very little in extreme markets. The difference between no idiosyncratic risk, 

−20%, and idiosyncratic risk, −19% to −21%, was not significant. The second assumption is that the 

returns of the stocks in a stress environment can be accurately predicted based on their measured 

betas. Put another way, we are assuming that the linear relationship that we observe between stocks 

and the market during normal times, can be extended to extreme returns. Betas for many securities are 

often stable in stress environments, but this is definitely an assumption worth testing. We will revisit 

both of these assumptions shortly, but first we discuss how to generalize the factor approach to stress 

testing.  
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Stress Testing In General 
The factor approach to stress testing can easily be extended to deal with more securities, more complex 

securities and more complex scenarios. 

Extending this approach to more than two stocks is very straightforward. For each stock, we measure 

the beta of the stock to the market, multiply the beta by the stress return, and then use that return to 

calculate the portfolio return, just as we did with our high and low beta stocks before. Measuring betas 

is very simple, something we do all the time in risk management, and the number of betas we need to 

measure increases linearly with the size of the portfolio. If we have two stocks in our portfolio then we 

need to measure two betas; if we have 100 stocks then we need to measure 100 betas. In this regard, 

basing our stress test on betas has a huge advantage over any covariance-based approach. If we tried to 

use a covariance matrix to specify a model, the number of parameters would grow roughly in proportion 

to the square of the number of stocks in our portfolio. If we have two stocks, then we have three non-

trivial covariance parameters, but when we have 100 stocks we have 5,100 non-trivial covariance 

parameters. Covariances are simple to calculate, but the sheer number of parameters greatly increases 

operational risk, and reduces transparency. These are very important considerations in practice. 

Up until now we have only mentioned stocks. While the terms “beta” and “alpha” are most often used 

when describing the returns of individual stocks relative to stock market indexes, we can measure the 

beta of any security to any risk factor. We can measure the beta of stocks to the price of oil and we can 

measure the beta of foreign exchange rates to stock indexes. The only thing that we require is that the 

security and the risk factor have a linear relationship with each other. In the next section we’ll discuss 

how reasonable it is to assume that a relationship that is linear in normal markets will continue to be 

linear in extreme markets. Putting that aside for now, there are securities for which this linear 

assumption is clearly false, even in normal markets. In most cases, extending our framework to these 

non-linear instruments is not a problem. For example, if we have a call option on a stock, rather than 

measuring the beta of the option directly, we would measure the beta of the underlying stock, and then 

fully reprice the call option based on the stress return of the underlying stock. It is important that we 

fully reprice the option. Delta approximations are rarely a good idea in risk management, but they are 

certainly inappropriate when we are investigating stress scenarios. 

In our simple example, the stress scenario was defined by only one factor, the stock market. It is 

relatively straightforward to extend the factor approach to scenarios defined by multiple factors. Our 

scenario might have the stock market going down 20%, gold prices increasing 30%, and the EUR/USD 

exchange rate falling 5%. To determine how individual securities move in a scenario with multiple 

factors we need to calculate the betas to each of the factors in a multivariate regression. More complex 

scenarios have the potential to highlight hidden vulnerabilities in our portfolio. If the scenarios are too 

complex, though, we again increase operational risk and reduce transparency. Also, because this 

approach to stress testing relies on regression analysis, if we add too many factors we may run into 

problems with multicollinearity (see Miller, 2014, for a more in-depth discussion of multivariate 

regression and its application to stress testing). In defining a stress test, it is generally advisable to 

choose factors that are not highly correlated with each other. 
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Caveats 
As mentioned before, the factor approach to stress testing makes two critical assumptions. The first is 

that we can ignore idiosyncratic risk. The second is that the linear relationships observed in normal 

markets will hold in extreme markets. 

The standard factor approach to stress testing assumes that there is no idiosyncratic risk. If our portfolio 

is sensitive to the factors that define our stress test, then the movement in the factors should 

overwhelm any idiosyncratic risk, just as it did in our simple portfolio model. By definition stress tests 

are about something macro, something that securities have in common, and less about what separates 

them. It is this relative importance of macro factors compared to idiosyncratic risk that causes the 

correlation between some securities to spike in a stress environment. 

While ignoring idiosyncratic risk tends not to be a problem in practice, the linear assumption does 

warrant close attention. We use betas and factor exposures all of the time in risk management. 

Whenever we do this we are making a linear assumption. This linear assumption is at the heart of 

standard regression analysis. Fortunately for us, for many securities and for many factors, betas tend to 

be relatively stable over a wide range of returns. It should not be surprising that some securities are 

highly sensitive to certain factors in both normal and extreme markets. 

While betas may be generally stable, what if they change only slightly in extreme markets, but in a 

systematic way? In this case, small changes could be significant at the portfolio level. One possible 

solution to this problem is to place more weight on extreme returns when measuring the betas used in 

stress tests (see Hua and Wilmott, 1997, or Miller, 2014). In general, when measuring betas for stress 

tests, it is a good idea to use different methodologies (different lookback periods, different decay 

factors, and different weighting schemes). 

Adding multiple version of a stress tests, based on different methodologies, increases operational 

complexity only slightly. A potentially more serious drawback is that this added complexity may give us a 

false sense of confidence. This is a problem with stress testing in general (and, even more generally, for 

financial risk management). More fully addressing this issue is a topic for a future white paper.  

Conclusion 
In stress environments we often observe a spike in the correlation between certain securities. This 

phenomena is one of the salient features of stress environments, to the point where the expression 

“and correlations go to one” has become a common phrase used to describe stress environments. While 

this phenomena is important to understand, stress tests are rarely defined in terms of correlations. 

Increased correlations are the result of a stress environment, not the cause. Stress tests are typically 

defined in terms of betas and factor exposures. By better understanding the mechanics of stress tests, 

we can better understand their limits, and how to effectively use stress tests in practice. 

  



© 2014 Northstar Risk Corp.  All rights reserved. info@northstarrisk.com 
 

References 
Hua, Philip, and Paul Wilmott, 1997. “Crash Course.” Risk 10 (June): 64-67. 

Miller, Michael B. 2014. Mathematics and Statistics for Financial Risk Management, 2nd Edition. 

Hoboken, NJ: John Wiley & Sons, Inc. 

 


