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Predicting the Future 
A recent BBC article suggests that predicting the future is easy, but predicting the future is hard. 

We take a close look at the assumptions in this article and suggest an alternative model. In the 

final section, we look at how lessons learned from this ar ticle can help us better evaluate the 

performance of hedge fund managers .  

An Extraordinary Claim 
A recent BBC article1 claims that a very simple rule can help us predict the future. This rule, which the article 

attributes to Nassim Nicholas Taleb, known as the Lindy effect, states that the older something is, the more 

likely it is to be around for a long time. According to the BBC, if we want to know what a city will look like in the 

future, then we should look to the past, that the older a building is the more likely it is to survive. More 

specifically, if a building has been around for 50 years, we should expect it to be around for 50 more, and if it has 

been around for 200 years, we should expect it to be around for 200 more.  

We might expect Grand Central Station to outlive the newest buildings at Hudson Yards, and we might expect 

Saint Paul’s Cathedral to outlive the Shard, but is this rule about old and new buildings true in general? While 

incredibly appealing, the BBC and Taleb are almost certainly mistaken. Understanding where they went wrong, 

can help us make better predictions, and give us insight into common errors that people make when faced with 

uncertainty. In finance, a better understanding of uncertainty is critical in understanding the performance of 

hedge funds, and what past performance may or may not indicate about future performance. 

Lindy’s 
For human being, the older we are, the closer we are to death. After early childhood, each year that we survive 

decrease the likelihood that we will survive for an additional year. At 30, you are very likely to survive for an 

additional year. At 90, the odds are much lower. This seems natural and we might expect this to be true for all 

things, from cows and trees, to clothing and television sets. But what if this wasn’t the case for everything? 

What if, for some things, the older they became, the older they were expected to become.  

Take for example, Lindy’s. Lindy’s was a delicatessen in New York City that closed in the 1960s. The Lindy effect, 

as it was originally coined by Albert Goldman in 19642, referred to the career trajectories of the comedians that 

frequented the restaurant, not the restaurant itself, but restaurants provide a perfect example of the 

phenomena as we understand it today. Opening a restaurant is not as risky as many people believe (only 17% of 

restaurants fail in the first year, far from the commonly believed 50% rate), but restaurants are more likely to 

fail in their first year than in their second year.3 For at least the first 15 years, each year that a restaurant 

survives increases the probability that the restaurant will survive for an additional year. The counterintuitive 

                                                           
1 Chatfield, Tom. 2019. “The Simple Rule That Can Help You Predict the Future”. bbc.com. 
2 Wikipedia. 2019. “The Lindy effect”. Retrieved July 4, 2019. Wikipedia.com. 
3 Luo, Tian and Philip B. Stark. 2014. “Only the Bad Die Young: Restaurant Mortality in the Western US”.  www. arxiv.org. 
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consequence is that the older a restaurant is, the longer we should expect it to survive into the future. In other 

words, the exact opposite of what happens with humans. This, in a nutshell, is the Lindy effect.  

Our modern understanding of the Lindy effect originates with Benoit Mandelbrot4, and was popularized by Taleb 

in The Black Swan.5 Phenomena that follow a power law, Zipf’s law, or Pareto distribution can exhibit the Lindy 

effect. These distributions are asymmetric and characterized by long, heavy tails.  

 

Figure 1: Pareto Distributions for α = 2 and α = 4, with an minimum of 1 

 

One specific version of the Lindy effect posits a Pareto distribution with a minimum, m, and α = 2. The 

probability density function is  

𝑓(𝑥) = 𝑚2
2

𝑥3
 

Equation 1 

For this distribution, the conditional mean is given by 

E[𝑥|𝑥 = 𝑡] = 2𝑡 

Equation 2 

In other words, at any time, the expected mean is exactly twice the current value. If a restaurant’s lifespan 

followed this distribution, at its 10th anniversary we would expect it to survive an additional 10 years to its 20th 

anniversary, at its 50th anniversary we would expect it to survive an additional 50 years to its 100th anniversary, 

and so on. 

                                                           
4 Mandelbrot, Benoit. 1982. The Fractal Geometry of Nature. Freeman. 
5 Taleb, Nassim Nicholas. 2007. The Black Swan: The Impact of the Highly Improbable. Random House. 
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Where They Went Wrong 
Where did the BBC and Taleb go wrong? First, the BBC took this idealized version of the Lindy effect, and acted 

as if it were literally true. In this, they were following Taleb, who has also made this mistake.6 There is no reason 

to think that objects in the real world should precisely follow a Pareto distribution with α exactly equal to 2. At 

best, the more general proposition, that the older something is, the longer we should expect it to survive, might 

be true. To think that buildings that have survived 200 years should survive exactly 200 more years on average is 

silly. To expect that a building that has survived 200 years has a longer expected lifetime than a building that has 

survived 10 years, is not quite so bad, but is also wrong. 7 

The second mistake was to apply the Lindy effect to cities. Consider the long-term implications of the Lindy 

effect for a city with a finite number of buildings. Taken to its logical extreme, this city would find itself 

increasingly full of older and older buildings that are very unlikely to be torn down. Eventually, new construction 

would grind to a halt. Anybody that knows anything about cities, knows that cities are not like this. The Lindy 

effect would also predict that buildings would be torn down at the highest rate in their first year. Very few 

buildings are torn down immediately after being constructed. 

The third mistake the BBC made was to not check the data. The first two mistakes were enough to send us 

looking for counterexamples, and they weren’t hard to find.  As the appendix details, in New York City, there is a 

consistent pattern: the older a building is the less likely it is to survive an additional year.   

To be fair, it seems unlikely that Taleb would have used buildings as an example of the Lindy effect. This mistake 

was the BBC’s alone. Taleb has stated that the Lindy effect is true only for technology and ideas, not physical 

objects.8 There are two reason for this. First, the universe is a harsh place for physical objects, and it is much 

easier for ideas to last a long time. The second reason is that the number of ideas that could exist in the universe 

is potentially infinite, or at least very, very large. We do not need to tear down an old idea in order to build a 

new one. Persistent old ideas will not prevent the creation of new ideas.9  

But we suspect there is a more insidious reason for Taleb’s focus on technology and ideas: ideas are very hard to 

count. This make it very difficult to prove or disprove Taleb’s assertion that technology and ideas exhibit the 

Lindy effect. In this, Taleb’s assertion has a whiff of religion or mythology based on an unfalsifiable narrative.10 

But why would the BBC and Taleb repeat this particular myth? 

Why They Went Wrong 
We have a number of cognitive biases that make us want to believe that the Lindy effect is more prevalent than 

it actually is. First, the theory is incredibly elegant. The result is so counterintuitive, yet so simple that you want 

it to be true. Alas, nature is not compelled to conform to our theories, no matter how elegant they are. 

                                                           
6 Taleb, Nassim Nicholas. 2012. “The Surprising Truth: Technology is Aging in Reverse”. Wired. 
7 There is also the small technical issue. The Pareto distribution has a minimum, m, greater than zero. So, if m = 10, 
buildings would need to be considered 10 years old on the day that construction is completed. It is not easy to fix this 
problem. The most obvious modifications to Equation 1 would result in a distribution without the doubling property and/or 
produce an unrealistic mortality rate. 
8 Taleb, Nassim Nicholas. 2012. “The Surprising Truth: Technology is Aging in Reverse”. Wired. 
9 At one point, the BBC article does seem to suggest that buildings are non-perishable. Like Theseus’s ship, at some point, 
this will become a metaphysical argument. Philosophical arguments aside, for practical and economic reasons, almost all 
buildings are perishable in practice. This is supported by the data. 
10 Saler, Benson, Charles A. Ziegler and Charles B. Moore. UFO Crash at Roswell: The Genesis of a Modern Myth. 1997. 
Smithsonian Institution Press.  

https://www.wired.com/2012/12/worlds-not-ending-but-technologys-aging-backwards/
https://www.wired.com/2012/12/worlds-not-ending-but-technologys-aging-backwards/
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Second, the theory lends itself to a kind of availability or confirmation bias. If we try to think of old buildings, the 

first ones that come to mind tend to be beautiful or historically significant (Westminster, the Chrysler Building, 

the Louvre, …). Who would ever want tear down these buildings? When thinking of old ideas, the first ones that 

come to mind are the most important or elegant (Archimedes' principle, the Pythagorean theorem, Newton’s 

laws of motion, …). But is it that hard to think of counter examples? A walk through the less fashionable 

neighborhoods of New York City, London or Paris will reveal scores of old, dilapidated buildings just waiting to 

be torn down.11 The Scientific Revolution and the Enlightenment saw the wholescale destruction of long 

cherished ideas from Aristotelian cosmology, to Galen’s theories of anatomy, to the idea that monarchs ruled by 

divine right.12    

The human brain has a hard time coping with randomness. We have a tendency to create just-so stories, after 

the fact, to justify what are in fact random events. If we meet a portfolio manager, who has beat the market 10 

years in a row, we are likely to find all sorts of admirable traits that explain the portfolio manager’s success, but 

sometimes a fair coin will come up heads 10 times in a row, just by chance. To borrow a phrase, we are often 

fooled by randomness.13 

All of this is not to say that technology and ideas do not exhibit the Lindy effect. They might, but extraordinary 

ideas require extraordinary evidence. Anecdotes will not do. 

An Alternative Model  
Let’s assume that there are two types of buildings in the world, good buildings and bad buildings. This is clearly, 

too simple, but it is a starting point, and it will illustrate some key concepts. In this ideal world, all buildings have 

a constant probability of being torn down in any given year, but bad buildings are torn down more quickly than 

good buildings. To be more precise, bad buildings are torn down at a rate of 2.3% per year, whereas good 

buildings are torn down at a rate of 0.8% per year. This may seem like a small difference, but, as with 

compounding interest, small differences have a big impact in the long run. In this case, the bad buildings have a 

half-life of just 30 years, whereas the good buildings have a half-life of 90 years. Less than 1% of the bad 

buildings will make it to 200 years, but over 21% of good buildings will. Finally, let’s assume that good buildings 

are built less often because they’re expensive to construct, and good architects are in short supply. Specifically, 

assume that just 2% of new buildings are good buildings. Now, because good buildings last longer, even though 

only 2% of new buildings are good, at any given time over 6% of the existing buildings in the city will be good.  

If we happen upon a building that is 200 years old, what is the probability that it is a good building? Given that 

less than 1% of bad buildings make it to 200 years and over 21% of good buildings do, you might think that this 

building is almost certainly a good building. You might even tell yourself a just-so story, “This building must be 

good, or it wouldn’t have lasted so long. Nobody would want to tear this down.” But the probability that the 

building is “good”, and less likely to be torn down next year, is just 57%. The problem is that good buildings are 

rare. There are so many bad buildings being built in this city, that, just by chance, some of them will make it to 

200 years, and those bad buildings will overwhelm the number of good buildings that make it to 200 years. To 

get the correct answer, we need to apply Bayes’ theorem14,  

                                                           
11 Bowery Boogie. 2015. “Demolition Prepped for Historic Bowery Buildings, Including One from 1790”. 
12 For other examples, see: Klosterman, Chuck. 2016. But What If We're Wrong?: Thinking About the Present As If It Were 
the Past. Penguin Press. 
13 Taleb, Nassim Nicholas. 2004. Fooled by Randomness, 2nd ed. Texere. 
14 See Chapter 10, Miller, Michael B. 2019. Quantitative Financial Risk Management. John Wiley & Sons. 

https://www.boweryboogie.com/2015/12/demolition-prepped-for-historic-bowery-buildings-including-one-from-1790/
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P[good|200] =
P[200|good]P[good]

P[200]
=

21% × 6%

6%× 21%+ (1 − 6%) × 1%
= 57% 

Equation 3 

This idealized city, with just two types of buildings, is a gross oversimplification, but the city that it produces is 

not that unrealistic. That 6% of the buildings in a city are good, and that good buildings would have a half-life of 

90 years and bad buildings a half-life of 30 years seems reasonable. Importantly, the age distribution of buildings 

is stable in the long run. This city also contains some very old, good buildings, which are unlikely to be torn down 

in the near future, buildings like St. Paul’s, Grand Central, etc., that we see in the real world. We do not need the 

Lindy effect to have old buildings that are unlikely to be torn down. 

We could make this model more realistic, by including a full spectrum of building types, not just good and bad, 

but our conclusion would be the same. Bayesian inference is not intuitive for most people. Most people would 

tell themselves that old buildings are old for a reason, not simply by chance. We could easily see evidence for 

the Lindy effect where it does not exist. 

In the Lindy effect, the probability of a building being torn down decreases with each additional year. In our 

simple example in this section, the probability was constant. In reality, as we show in the appendix, it appears 

that the probability actually increases over time. The BBC’s suggested method for predicting the future of cities 

is actually worse than this section would suggest.   

Implications for Hedge Funds 
There are many lessons that we could draw from the above when thinking about hedge fund performance. First, 

even smart people make mistakes. We are prone to cognitive biases in the face of uncertainty. We need to 

carefully think through the consequences of our assumptions and there is often no substitute for crunching the 

numbers. Your feel for a manager based on an interview or a cursory examination of their past performance 

could be extremely misleading. 

Second, we need to think about performance from a Bayesian standpoint. Taking a cue from the previous 

section, let’s assume there were only two types of hedge fund managers, good and bad. Good managers have a 

75% chance of adding alpha in any given year, bad managers only have a 50% chance of adding alpha, and only 

16% of managers are good managers. If we’re evaluating a new manager who has added alpha in each of the 

past three years, what is the probability that this new manager is a good manager? Adding alpha three years in a 

row is not easy. We would be tempted to believe that this manager is in fact a good manager, but there is 

actually only a 39% probability that the manager is good.15 Even though the manager added alpha three years in 

a row, there are so many more bad managers than good ones. Enough of those bad managers will get lucky and 

add alpha three years in a row to overshadow the good ones. Seeing the manager add alpha three years in a 

row, did provide some useful information (the odds that the manager is good increased from 16% to 39%). This 

information just wasn’t as useful as our intuition might suggest. 

As with our model of buildings with only two types, this model could be made more realistic by adding a full 

spectrum of manager types. That said, as with the simple model for buildings, our simple model for portfolio 

managers is not completely disconnected from reality. In the real world, good portfolio managers are rare, and 

the probabilities of adding alpha that we chose seem reasonable. In the real world, our conclusion would likely 

be the same: predicting future performance of portfolio managers based only on past performance is extremely 

difficult, and our cognitive biases are likely to lead us astray. 

                                                           
15 See Miller, Quantitative Financial Risk Management, pp 211-212. 
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If this is true, then what can an investor do? If you want to know if a building is a good or bad, you could always 

wait for more time to pass. In our previous example, if a building had survived for 200 years there was only a 

57% probability that it was a good building, but at 300 years the odds increase to 86%, and at 400 to 95%. Of 

course, to get this additional information, you would need to wait 200 additional years. Rather than waiting 

around, though, you could simply gather other types of data. You could get data about the quality of the 

buildings structure, its current occupancy, and average rents. You could also create a more precise longevity 

model, by including characteristics such as building type, and neighborhood.  

As an investor, the basic idea is the same, you could wait for more time to pass (in our example, a manager that 

adds alpha 10 years in a row has 92% chance of being a good manager) or you could gather other types of data. 

For example, you can gather additional information from the standard due diligence process (interviews with 

managers and other members of the investment team). More precise performance measurements can also help. 

At Northstar, we can provide investors with detailed, risk-based performance attribution.16 This bottom-up 

analysis, based on daily risk exposures, takes into account orders of magnitude more data points than traditional 

performance analysis based only on returns, and provides a much more accurate and detailed picture of 

performance. This analysis can help hedge fund investors better understand the drivers of performance, and 

better differentiate between good and not-so-good managers over very short time horizons. It can also help 

managers attract and maintain investor capital.  

 

  

                                                           
16 Northstar Risk. 2015. Risk-Based Performance Attribution.  

http://www.northstarrisk.com/004riskbased-performance-attribution
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Appendix: New York City Buildings by Age 
To better understand how cities evolve over time, we looked at New York City’s PLUTO data set (Primary Land 

Use Tax Lot Output), which provides a list of almost every building in New York City along with the year the 

building was built.17 Currently, the oldest data set online is from 2002. The newest is from 2018. 

Figure 2 shows how many buildings in 2018 were built in each decade. There are 813,714 buildings in the data 

set. It is difficult to see in the chart, but the data set includes buildings from as far back as 1661. Only 3.3% of 

surviving buildings were built before 1900, but more than half of the buildings, 57%, were built in, or prior to, 

the 1930s.  

 

Figure 2: Buildings in New York City by Decade of Construction, as of 2018 

The distribution in Figure 2 reflects the history of New York City. The largest cohort of surviving buildings are 

from the Roaring ‘20s (22% of the total), there is a predictable dip in the 1940s due to World War II, and a 

resurgence in the post-war boom of the 1950s. Even taking into account the influence of history, this 

distribution looks nothing like what we would expect if building longevity followed a Pareto distribution. 

The last bar in the graph, the 2010s, may look unexpectedly short, but you should not read too much into this. 

Besides only containing 8 out of 10 years, buildings are not always added to the database immediately after 

their completion. There is often a one- or two-year lag.  

The best way to understand building longevity is to look at the rate of destruction of buildings over time. For 

example, in 2002 there were 186,641 surviving buildings from the 1920s, but in 2018 there were only 180,442, a 

decrease of 3.3% in the buildings from the 1920s. We can repeat this analysis for each decade to see if older 

buildings are being torn down at a higher or lower rate. We’ve grouped the data by decade, because the year of 

construction was often rounded in earlier data sets (so, a building that was built in 1983 might be reported as 

being built in 1980 or 1985). Pre-1900 construction dates were subject to even greater rounding, often to the 

nearest quarter-century. For this reason, and because there are so few buildings in that category, we have 

grouped all of the pre-1900 buildings together. The results are presented in Figure 3. The trend is clear, older 

buildings are being torn down at a faster rate. The older a building was, the less likely it was to survive between 

2002 and 2018. This is exactly the opposite of what the Lindy effect would predict. 

                                                           
17 New York City, Department of City Planning. Primary Land Use Tax Lot Output (PLUTO). 
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 2002 2018 change change(%) 

pre-1900 1,318 1,154 -164 -12.4% 

1900s 48,677 45,832 -2,845 -5.8% 

1910s 70,090 67,129 -2,961 -4.2% 

1920s 186,641 180,442 -6,199 -3.3% 

1930s 145,893 140,012 -5,881 -4.0% 

1940s 68,262 66,658 -1,604 -2.3% 

1950s 81,306 80,467 -839 -1.0% 

1960s 63,525 62,892 -633 -1.0% 

1970s 33,157 32,675 -482 -1.5% 

1980s 27,639 27,389 -250 -0.9% 

1990s 29,150 29,124 -26 -0.1% 
 

 
Figure 3: New York City Mortality Rate for Buildings between 2002 and 2018 by Date of Construction. 

Predicting the future of New York City based on the Lindy effect seems like a bad idea. For reasons outlined 

above, we expect the same would be true for almost all cities. 
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Disclaimer 
This analysis is presented primarily for pedagogical purposes. This analysis is not, and should not be regarded as 

investment advice or a recommendation regarding any particular course of action. Past performance does not 

necessarily predict future results. 

 

 


